
​Dario Amodei​​, Co-Founder and CEO​
​Dario Amodei is the CEO and Co-Founder of Anthropic, an AI lab whose research​
​and products put safety at the frontier. As a public benefit corporation, Anthropic is​
​dedicated to ensuring the world safely makes the transition through transformative​
​AI.​

​Dario is known for his work on AI safety and is the co-inventor of the reinforcement​
​learning from human feedback technique, a method for training AI systems to align​
​with human values and preferences. This method has been used to create reliable​
​and controllable AI models, including those developed by Anthropic. Additionally,​
​his foundational research on scaling laws revolutionized the AI industry by​
​providing a framework for understanding and predicting the capabilities of​
​advanced AI systems.​

​Prior to co-founding Anthropic, Dario served as the Vice President of Research at​
​OpenAI, where he led the development of large language models such as GPT-2 and​
​GPT-3. Before OpenAI, Dario was a Senior Research Scientist at Google Brain.​

​Dario holds a Ph.D. in biophysics and computational neuroscience from Princeton​
​University, where he was a Hertz Fellow. He completed a postdoctoral fellowship at​
​the Stanford University School of Medicine, focusing on applying machine learning​
​to biomedical data.​

​Daniela Amodei​​, Co-Founder and President​
​Daniela Amodei is President and Co-Founder of Anthropic, an AI lab whose​
​research and products put safety at the frontier. As a public benefit corporation,​
​Anthropic is dedicated to ensuring the world safely makes the transition through​
​transformative AI.​

​Before co-founding Anthropic, Daniela served as the Vice President of Safety and​
​Policy at OpenAI, where she led efforts to ensure the safe development and​



​deployment of AI systems. Prior to her work in the AI industry, Daniela was the​
​Head of Risk Operations at Stripe, a financial technology company, where she​
​oversaw risk management and compliance.​

​Daniela began her career in public service, working in international development​
​and government. Daniela's background in AI safety, risk management, and public​
​policy enables her to effectively guide Anthropic in developing AI systems that​
​promote safety across the industry.​

​Jared Kaplan​​, Co-Founder and Chief Science Officer​
​Jared Kaplan is the Chief Science Officer and Co-Founder of Anthropic, an AI lab​
​whose research and products put safety at the frontier. As a public benefit​
​corporation, Anthropic is dedicated to ensuring the world safely makes the​
​transition through transformative AI.​

​Jared’s research on scaling laws revolutionized the AI industry by providing a​
​framework for understanding and predicting the behavior of advanced AI systems,​
​guiding resource allocation, and shaping the development of transformative​
​technologies. Jared also helped pioneer Constitutional AI, an approach to AI​
​development that aims to create AI systems that are constrained by and aligned​
​with a set of predetermined principles and values. He spent the first 15 years of his​
​career as a theoretical physicist in academia, and prior to co-founding Anthropic,​
​Jared was instrumental in building GPT-3 and Codex at OpenAI.​

​In addition to his work at Anthropic, Jared is an associate professor at Johns​
​Hopkins University, where he has taught courses on the foundations of deep​
​learning. He holds a Ph.D. in physics from Harvard University and a bachelor's​
​degree in physics and mathematics from Stanford University.​

​Jack Clark​​, Co-Founder and Head of Policy​
​Jack Clark is the co-founder and Head of Policy of Anthropic, an AI research​
​company whose research and products put safety at the frontier.​



​Prior to Anthropic, Jack was the Policy Director of OpenAI. Before OpenAI, Jack was​
​a technical journalist who wrote in detail about supercomputers, neural networks,​
​and advanced technology, working for publications ranging from The Register to​
​BusinessWeek. Along with his work at Anthropic, Jack writes Import AI, a popular AI​
​newsletter read by more than 60,000 people every week.​


